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Abstract— Programming by demonstration, also called “imita-
tion learning,” offers the possibility of �exible, easily modi�able
robotic systems. Full-�edged robotic imitation learning comprises
many dif�cult subtasks. However, we argue that, at its core,
imitation learning reduces to a regression problem. We propose
a two-step framework in which an imitating agent �rst perfor ms
a regression from a high-dimensional observation space to alow-
dimensional latent variable space. In the second step, the agent
performs a regression from the latent variable space to a high-
dimensional space representing degrees of freedom of its motor
system. We demonstrate the validity of the approach by learning
to map motion capture data from human actors to a humanoid
robot. We also contrast use of several low-dimensional latent
variable spaces, each covering a subset of agents' degrees of
freedom, with use of a single, higher-dimensional latent variable
space. Our �ndings suggest that compositing several regression
models together yields qualitatively better imitation results than
using a single, more complex regression model.

I. ROBOTIC IMITATION AS A REGRESSIONPROBLEM

Robotic imitation (also called “programming by demonstra-
tion” or “learning by watching”) has generated a great deal
of interest because it promises an easy, �exible method for
non-experts to program robotic behaviors. In imitation tasks,
a knowledgeable instructor agent (such as a human) shows a
naive observer agent (such as a humanoid robot) a motor skill.
The observer is then able to replay the skill in an appropriate
context. Several frameworks have been proposed for endowing
robots with imitative abilities [1], [2], [3], [4]. Here we propose
a novel, partial solution to imitation learning for humanoid
robots that employs probabilistic machine learning algorithms.

Our approach uses pairs of nonlinear regression models
to perform imitation. The �rst regression model maps from
poses of the instructor's body to a modality-independent, low-
dimensional latent variable space. The second model maps
points in this latent space to poses of the robot's frame. The
following sections detail the algorithms behind our model,
provide results demonstrating the validity of the model, and
conclude with a discussion of future research directions.

II. M ETHODS

A brief description of our model follows (see [5] for
details). Our model consists of two pairs of Gaussian process
regression models (graphical model shown in Fig. 1(a)). In
analogy to the well-known technique of canonical correlation
analysis (CCA), we call our approachGaussian process CCA

(GPCCA). In the “forward” direction, a latent variable model
maps from a low-dimensional latent space to the joint angles
of a humanoid robot and a human. In the “inverse” direction,
a regression model maps from human motion capture data (or
a humanoid robot pose) to a point in latent space.

We employ scaled Gaussian process latent variable models
(SGPLVMs) for regression [6], [7]. SGPLVMs map from
a high-dimensional observation space to a low-dimensional
latent variable space. In our case, there are two observation
spaces: motion capture data recorded from a human actor and
the joint space of a humanoid robot. The latent variable space
parameterizes frames of human and robot motion, with similar
frames lying near one another.

Using a probabilistic model has two advantageous properties
for robotic imitation. First, a measure of model certainty is
readily available. When imitating, a robotic agent might want
to disregard actions that map to highly uncertain regions ofthe
latent space, since highly uncertain actions may be dangerous
for the robot or its environment. Second, a probabilistic model
can handle missing or noisy data (if, for example, the robot
couldn't observe all frames of movement), and facilitates
interpolation between frames in the training sequence.

Our humanoid robot is a HOAP-2 from Fujitsu Automation.
Human action sequences are captured with a Vicon motion
capture rig in the form of 3D marker positions. An inverse
kinematic solver �ts marker positions to a model human
skeleton. Training data is acquired by generating a sequence
of canonical motions for a model robot skeleton, and having a
human actor imitate the sequence. Because the motion capture
system acquires frames at a much higher rate than the robot
motions, we downsample motion capture frames to match the
number of robot frames after performing motion capture.

A. The Model

The goal of the GPCCA model is to �nd a shared latent vari-
able parameterization in a spaceX that relates corresponding
pairs of observations from two (or more) different spacesY; Z.
The observation spaces might be very dissimilar, despite the
observations sharing a common structure or parameterization.
For example, a robot's joint space may have very different
degrees of freedom (DOFs) than a human's joint space,
although they may both be made to assume similar poses.



The latent variable space then characterizes the common pose
space.

Let Y ; Z be matrices of observations (training data) drawn
from spaces of dimensionalityDY ; DZ respectively. Each row
represents one data point. These observations are drawn so
that the �rst observationy1 in spaceY corresponds to the
observationz1 in spaceZ , observationy2 corresponds to
observationz2, etc. up to the number of observationsN . Let
X be a “latent space” of dimensionalityDX � DY ; DZ . We
initialize a matrix of latent pointsX by averaging the topDX

principal components ofY ; Z. A diagonal matrixW scales
the variances of each dimensionk of the Y matrix (a similar
matrix V scales each dimensionm of Z). The scaling matrix
is critical in domains where different output dimensions (such
as the degrees of freedom of a robot) can have vastly different
variances.

...Y Z

GPLVM

X

GPLVM
Inverse

GP kernels

(a) Graphical model (b) Motion capture rig and
humanoid robot

Fig. 1. (a) “Forward” SGPLVMs map from latent spaceX to human joint
spaceY or robot joint spaceZ during motion synthesis. “Inverse” GP models
map from motion capture data to latent space. Using generative regression
models lets us interpolate between known latent poses to create reasonable
poses, and gives model certainty at inferred latent points.(b) Regression
models employing limited amounts of motion capture data suggest a means
for robotic programming by demonstration. Here we show our Vicon motion
capture rig and HOAP-2 humanoid robot platform (inset). Thegoal is to learn
a model that maps human poses to a low-dimensionality latentvariable space,
then from the latent space to a valid corresponding robot pose. Learning a
reduced-dimensionality latent space enables visualization over the set of valid
poses.

We assume that each latent pointx i generates a pair of
observationsy i ; zi via a nonlinear function parameterized by
a kernel matrix. GPs parameterize the functionsf Y : X 7! Y
and f Z : X 7! Z . The SGPLVM model uses an exponential
(RBF) kernel, de�ning the similarity between two latent points
x; x0 as
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 Y g.
Here � represents the indicator function. Similarly,kZ is
de�ned for hyperparameters� Z = f � Z ; � Z ; 
 Z g. The notation
kY (x) denotes a vector of kernel similarities, computed be-
tween a latent coordinatex and the set of all latent coordinates
established during training, using the hyperparameters for the
Y space. Following standard notation for GPs [8], [9], [10],
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the likelihoodsP(Y ); P(Z) for the Y ; Z observation spaces
are given by

P(Y j� Y ; X ) / exp
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and the joint likelihoodPGP (X ; Y ; Z; � Y ; � Z ) is given by

PGP (X ; Y ; Z; � Y ; � Z ) = P(Y j� Y ; X )P(Zj� Z ; X ) (6)

P(� Y )P(� Z )P(X )

where� Z ; � Z ; 
 Z are hyperparameters for theZ space. The
vectorsY k ; Zm respectively indicate thekth andmth dimen-
sions, across all training examples, from theY andZ spaces.
Kernel matricesK Y ; K Z are symmetric matrices indicating
the relative similarity of training examples in theY and Z
spaces. Learning �nds parameters that maximize the likelihood
of the model given the training data. Because thelog function
is monotonic, it suf�ces to maximize the log likelihood of the
data, or equivalently to minimize the negative log likelihood.
Let Y denote theY observations with mean� Y subtracted
out. The joint negative log likelihood of a latent pointx and
observationsy ; z is
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The model learns a separate kernel for each observation space,
but a single set of common latent points. A conjugate gradient
solver adjusts model parameters and latent coordinates to
maximize Eq. 6.

B. Decomposing Latent Spaces

Although formulating imitation as a two-way regression
problem between motion capture data and sequences of robotic
joint positions enables us to learn probabilistic, generative
models of speci�c motion sequences, it still requires cor-
responding sets of robot and human data for each motion
sequence to be learned. A more useful system would minimize



the amount of corresponding training data needed by learning
a general model of how human and robot DOFs map to one
another. To this end, we propose introducing a small amount
of higher-level information to facilitate more general forms of
regression learning.

To investigate the effects of the dimensionality of the joint
space on model performance, we divided the robot model up
into 5 “segments,” or groups of related DOFs: theleft leg, right
leg, torso, left arm,andright arm groups. Thus, although no
one-to-one mapping exists between DOFs in the human's left
arm and DOFs in the robot's left arm, we decompose each
skeleton so that the model has some idea of which segments
are related to which. Our goal here is simply to discover
whether this segmentation buys us anything in terms of model
�delity.

We trained two slightly different models on several se-
quences of paired human and robot movements. The �rst
model used a single 10D latent space to parameterize latent
coordinates mapping between entire human and robot poses.
We call this model thecomprehensive model. The second
model used 5 separate 2D spaces to model each of the body
segments described above. We call this model thedecomposed
model. Aside from separating some dimensions of the latent
spaces in the decomposed model, the two models used exactly
the same parameters, running for 10 iterations of gradient
descent to train the models. The next section presents some
preliminary results suggesting the advantage of using the
decomposed model rather than the comprehensive model.

III. R ESULTS

Fig. 2 demonstrates the ability of the “forward” SGPLVM
to map from a single 2D latent space to the spaces of human
and humanoid robot poses. From left to right, the �gure shows
three sets of poses, each represented with a different 2D
latent space. The three pose sets correspond to a walking
motion, “muscle” poses, and a baseball pitch. Latent points
corresponding to training poses are shown as red circles. Ex-
ample poses generated by the model are shown at top (human
skeleton) and bottom (robot skeleton), and plotted as blue
diamonds in the latent space. Grayscale values in the latent
space show increasing model con�dence1=(� Y (x) + � Z (x ))
from black to white for different latent coordinatesx; note that
the training points tend to be in regions of high certainty.

Fig. 3(a,b) demonstrate the value of decomposing the skele-
tons into a small number of related DOF groups. The plots
show reconstruction error on the human skeleton (Fig. 3(a))
and on the robotic skeleton (Fig. 3(b)) for a sequence of paired
motion capture-robot training data (the “exercise” sequence),
in which individual DOFs are moved in turn. The horizontal
axes plot time as discrete frame numbers. The vertical axes
plot the natural log of the sum squared error (SSE) for
the decomposed model (solid line) versus the comprehensive
model (dashed line). Terms of the SSE are weighted by the
variances� i of each DOFi , so the SSEs for the decomposed

and comprehensive models are
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whereŷ i ; y i denote the estimated output and true output for
DOF i of the comprehensive model, andŷs;i ; ys;i denote the
estimated and true output for segments's i th DOF in the
decomposed model, respectively. We plot the log of the SSE
for greater clarity since, in most cases, levels of error in each
model are different by orders of magnitude. On all frames
for the human skeleton model, the decomposed model �nds a
better �t to the training data than the comprehensive model.
For the robot skeleton model, the result is more ambiguous—
the decomposed and comprehensive models' performances are
virtually identical on most frames. Based on our preliminary
results, we hypothesize that the accuracy of the decomposed
model is higher relative to the comprehensive model when the
number of DOFs becomes large. Thus, decomposing the latent
space yields bene�ts in �tting the human skeleton, but not the
robot skeleton.

Fig. 3(c) shows the 2D latent spaces learned for each
segment of the decomposed model. Grayscale plots show
increasing model certainty from dark to light, while lightly
shaded dots show the coordinates for each latent point. Note
that the latent points tend to cluster near regions of high
certainty for all segments.

Fig. 4 shows the results of our system recognizing motion
capture poses of a human actor, then imitating those poses
on our humanoid robot. We trained the system using 37
pairs of human and robot poses, corresponding to one cycle
of a walking gait. After learning forward regression models
mapping from the latent variable space to the human and robot
skeleton pose spaces, we learned inverse regression models
mapping from the pose spaces to the latent variable space.
We then tested the system on 140 frames of walking data,
consisting of the 37 frames in the training set plus 103 novel
frames. During testing, the system is given only the human
motion capture data. Given motion capture frames, the system
�rst infers corresponding latent coordinates using an inverse
regression model, then infers the corresponding robot pose
using a forward regression model. For each sample frame
shown in Fig. 4, we show from left to right the human skeleton
(inferred from applying an inverse kinematics solver to the
motion capture data), the robot skeleton pose inferred by the
model, and the corresponding pose we get from setting the
pose on the actual robot using a simple proportional controller.
Latent coordinates for each sample frame are marked with an
arrow and a blue diamond.

IV. CONCLUSION

We have presented a nonlinear regression algorithm, based
on Gaussian process models, that maps between motion cap-
ture data from a human actor and the degrees of freedom of



Fig. 2. Learning a joint latent variable space using Gaussian processes:The “forward” SGPLVM model learns to map from a single latentvariable
space to two different observation spaces, one for the humanskeleton and another for the humanoid robot. Here we show some example 2D latent spaces,
with grayscale plots showing increasing model certainty from black to white. Latent points corresponding to training poses are shown as red circles. Example
points (shown as blue diamonds) drawn from the latent space generate corresponding human and humanoid robot poses, as shown by the arrows. Model
certainty at latent coordinatex is 1=(� Y (x ) + � Z (x )) . From left to right, the pose sequences include walking, “muscle” poses, and a baseball pitch.

a humanoid robot. The system provides uncertainty estimates
for the poses it infers, and is capable of interpolating from
training points to novel poses based on learned kernels. Our
system combines the data compression and visualization ca-
pabilities of nonlinear dimensionality reduction[11], [12] with
the generative capacity and robustness of Gaussian process
regression models. Several avenues of future research would
increase the system's usability.

One obvious extension to our work would be to move from a
multi-camera motion capture system to a one- or two-camera,
vision-based markerless motion capture system. Fortunately,
our humanoid robot possesses a stereo camera system. In the
near future we intend to adapt existing markerless motion
capture algorithms (such as [13]) to provide human pose
estimates to our system.

Future iterations of our system will operate in real time.
Once a latent variable model has been learned, inference
using the learned kernels is extremely rapid. We anticipate
developing a system with real-time inference and on-line
learning of new latent spaces in the near future. A related
issue we also plan on addressing is inclusion of robust con-
trollers for handling dynamics. Our current system infers static
“keyframe” poses only. Controllers are necessary for dynamic
behaviors such as walking, where sensory feedback is critical.

Fig. 5 shows a block diagram for a proposed control archi-
tecture. Vision-based motion capture generates a vector that
encodes an estimate of the human actor's pose. Components
of this vector are passed to each of the GPCCA models for

the robot's body segments. After the segment models infer
the corresponding joint positions for the robot, the estimates
combine to form a target pose. The difference between the
current pose and the feedback from the encoders on each joint
forms a target command vector. The target vector is integrated
over time, smoothing out any errors in pose estimation to form
an integrated command vector. A constraint solver modi�es the
integrated command vector to meet a set of hard constraints,
such as disallowing poses that are unstable or cause the robot
to self-intersect. This vector determines the robot's joint angles
on the next timestep of imitation.

Although our system does not presently attempt to solve the
correspondence problemto automatically match human and
robot frames[14] (our training data assumes matched frames),
we anticipate examining this problem in the future. Finding
a general-purpose similarity metric for comparing poses of
different articulated agents remains a complex open problem.
We expect that kernel techniques will be of use in tackling this
problem (see for instance [15] for one possible approach).

We have also shown preliminary data suggesting the power
of decomposing skeletal models into a small number of sim-
pler submodels. The accuracy of lower-dimensional submodels
seems likely to increase relative to more complex models as
the total number of dimensions in the regression task grows
large; hence we anticipate the need to develop algorithms
for automatically segmenting high-dimensional spaces into
correlated subspaces. This in turn suggests the need to develop
hierarchical models for dimensionality reduction and regres-



Fig. 4. Imitation from motion capture: Shows examples of recognizing and synthesizing a walking gait. We trained the model on a single walking cycle,
and tested on multiple walking cycles. We show example motion capture frames from the testing set (human skeleton), and corresponding robotic frames
inferred by the model (robot skeleton and humanoid robot). Grayscale plot shows increasing model certainty from dark tolight, with red circles at training
points and blue diamonds at selected testing points. Red arrows illustrate the mapping from human poses to latent coordinates, and blue arrows illustrate the
mapping from latent coordinates to robotic poses. Model certainty at latent coordinatex is 1=(� Y (x ) + � Z (x )) .

sion.
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Fig. 3. Decomposing model DOFs into subgroups:(a) Training error for
the SGPLVM on the model human skeleton given the “exercise” dataset, in
which the human and robot move through all possible DOFs one at a time.
Solid and dashed lines respectively denote log of sum squared error when a
decomposed model is used and when a comprehensive model is used. Note
that the decomposed model consistently achieves lower training error than the
comprehensive model. (b) Same plot as for (a), but using the robot skeleton
model instead of the human model. The decomposed and comprehensive
models perform similarly. Note the difference in vertical scaling from (a),
although both graphs plot log SSE for clarity. (c) Sample 2D latent spaces
for the exercise sequence. Light dots show latent coordinates estimated for
training points, while grayscale plots model certainty at each point x as
1=(� Y (x ) + � Z (x )) . Latent points tend to be clustered in regions of high
certainty.
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Fig. 5. Proposed control architecture: Vision-based motion capture sends
input to 5 discrete GPCCA models, one for each of the 5 segments in the
decomposed model. The outputs of these models are recombined into a single
target pose vector. Encoder feedback is compared against the target pose
to yield a command output. Command outputs are integrated over time to
compensate for pose estimation errors. The integrated command output is
passed to a solver ensuring that hard constraints (e.g., no self-intersection) are
met. The system then sets the robot's joint angles accordingto the outputs of
the constraint solver.


